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AI has been a hot topic in the past weeks. Pro-

grams like ChatGPT or Midjourney are making

huge waves in the global news media. News outlets

have been discussing the capabilities and the extent

to which people should be allowed to use these bots.

For example, should students be allowed to use these

AI models to help them write their theses or not?

This, however, is a discussion that is way out of

our realm. Instead, we will look at how ChatGPT

might be suitable for building predictive models to

predict market movements. And we will find that

ChatGPT is well suited to start you off quickly; yet

it will struggle as your requests get more specific

and need more context.

ChatGPT’s Capabilities

Let’s start off by talking about ChatGPT a little

more. Many readers have likely heard of it already;

some may have even tried it out and been impressed

by its abilities. ChatGPT can offer you answers to

all of your most pressing questions. It even knows

when it is probably better not to have an answer for

you because it may be inappropriate (we will see that

happening, too). So, if you ask it to insult someone,

ChatGPT’s answer will likely be something along

the lines of

Still, even with ChatGPT, the internet has found

ways to overcome that limitation. Either way, the

fact that ChatGPT can reject your request if it’s

rather inappropriate is frankly quite amazing. On

the other hand, ChatGPT is also able to code. This

was probably one of the reasons it blew up so quickly.

Might it even be able to replace programmers and

software engineers one day? Maybe, but definitely

not at this point, and we will find out why.

This article isn’t supposed to be about Chat-

GPT’s general capabilities only, but we want to

find out if ChatGPT can help us build a predictive

model for market movements.

Figuring out what we want

To begin with, we will ask ChatGPT if it could

predict the market for us. And it had a disappoint-

ing but expected answer for us:

As mentioned earlier, ChatGPT will reject inap-

propriate requests, including requests like ”Predict

the market for me” or ”Can you tell me what stocks

will go up tomorrow.” Of course, ChatGPT will not

be able to predict what will happen in the stock mar-

ket next week. For one thing, ChatGPT’s database

only goes up to 2021, so if you ask it, for example,

about the Ukraine War, it will simply tell you about

the conflict in 2014 between Ukraine and Russian

separatists, not the war going on currently between

Ukraine and Russia.

On the other hand, ChatGPT, like any other ad-

visor (bot or human), cannot predict market move-

ments in the short term. Don’t believe any char-

latans that want to tell you otherwise, short term

market movements are (at least to a large degree)

fully random. There is no model, human advisor,

or AI in the world that will be able to predict short-

term movements for you.

That is why we will not try to predict short-term

movements. The best thing we could expect in that

case is a model that gives us the same accuracy as

letting a coin flip decide if we should buy or sell a

stock for short-term gains.

Instead, we will try and predict if a stock mar-

ket crash is going to happen within the next year.

Please keep in mind that this is also not a very exact

science and requires extensive data and training to

be useful.

How though?

Let’s ask ChatGPT how we should approach this.

We asked ChatGPT what we would need to build

a predictive model to predict stock market crashes,

and it had a long answer for us. Essentially, it gave

us a list of 5 things we would need to build such

a model: Economic indicators, corporate earnings,
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and valuations, geopolitical risks, market sentiment,

as well as technical analysis. It also gave us an

important heads-up that these models will never be

a hundred percent exact:

The next thing we have to do is build this model.

So, let’s ask ChatGPT how to do that. And again,

we get a long answer with a bunch of steps. Chat-

GPT gives us a short manual on how to start build-

ing this model. Let’s start to go along these steps

now and see where this leads us.

Gather and Analyze historical Data

We need an appropriate dataset for our predic-

tive model. Let’s brainstorm (with ChatGPT, of

course). Again, we get a list of different types of

data ChatGPT recommends for this kind of analysis.

Included are stock market data, economic indica-

tors, and corporate earnings and valuation. So let’s

collect some data (sadly, ChatGPT can’t do this

part for us; we will have to do it by ourselves). If

you want to try it yourself, you can add other kinds

of data to get a more accurate model. Having said

that, remember that you may be overfitting the

data if you put too many irrelevant factors in it,

rendering your predictive model useless.

To keep it to article size, we will use a limited

amount of data focused on the US and the past 20

years. Feel free to expand on that for your own

ChatGPT-based models. The better your data, the

better your model will be, and vice versa (or, as

some professionals so lovingly put it: ”Shit in, shit

out”).

We will use Yahoo Finance for the stock market

data, which has extensive historical data on the

indices (we’ll use NASDAQ and S&P 500). For the

economic data, we can go to the FRED database,

where we get real GDP (which we’ll mutate to GDP

growth to get a significant indicator of a crisis),

unemployment rate, inflation rate as well as interest

rate. This is where you can add many more data

points, like energy prices, housing prices, or even

population growth rates.

Lastly, we need to determine where to get our

corporate earnings and valuations. For that, we

will focus on the P/E ratio, which is a useful and

straightforward measure of how well a company

performs. We will use the P/E ratio of the S&P 500

to represent the 500 most important US companies.

All that data needs to be cleaned and prepared.

Some data is only available for certain months or

days, so that data needs to be mutated so we don’t

have any blank spots in our data. Ultimately, we

get a data set spanning 20 years (every quarter of

every year) of a few relevant economic and financial

market indicators. Not a lot, but enough to try out

ChatGPT’s modeling abilities.

Choosing a Modeling Technique

Our goal is to test ChatGPT’s ability to enable be-

ginners or strangers to this domain of data analysis

to create their own predictive models. So, we’ll ask

ChatGPT to help us with this step. And indeed, we

got some suggestions on what techniques we could

use. After asking which method ChatGPT prefers,

we’ll use a logistic regression, which makes total

sense. This regression will give us a value between 0

and 1, indicating the probability of a stock market

crash happening in the next 12 months. If you try

this project yourself, you can also try other meth-

ods, like decision trees. However, this article will

align with ChatGPT’s choice of a logistic regression.

Build and Test our Model

Now, let’s ask ChatGPT to provide us with a python

code for a logistic regression model to predict stock

market crashes in the next 12 months. And indeed,

ChatGPT gives us a python code that seems to be

able to do exactly that:

import pandas as pd

from sklearn.model_selection import

train_test_split

from sklearn.linear_model import

LogisticRegression

from sklearn.metrics import confusion_matrix,

classification_report

# Load the data into a Pandas dataframe

data = pd.read_csv("market_data.csv")

# Define the input features and target

variable

X = data.drop("market_crash", axis=1)

y = data["market_crash"]

# Split the data into training and testing

sets

X_train, X_test, y_train, y_test =

train_test_split(X, y, test_size=0.2,

random_state=505)

# Train the logistic regression model

logreg = LogisticRegression(max_iter=1000)

logreg.fit(X_train, y_train)

# Make predictions on the test set
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y_pred = logreg.predict(X_test)

# Evaluate the performance of the model

print(confusion_matrix(y_test, y_pred))

print(classification_report(y_test, y_pred))

In case some readers don’t know any python,

let’s ask ChatGPT if it can explain what this code

does like we are five. This is what ChatGPT gives

us as an explanation:

Let’s put our data in the same folder as our

python code and execute it; let’s not rename any-

thing or change anything in the code to see what

happens.

And, of course, we get some errors. We received

an error because we did not rename the file the same

as the one that the code is loading. Still, even if you

don’t instantly know what an error is about, you

can give the console output to ChatGPT and ask it

for help with debugging. For our error, it gave us

some valuable things to check, like the name and

location of our data file. After renaming the file,

the code worked.

If you are trying it with the same code by your-

self, make sure to delete all irrelevant columns (or

drop them in the code) and name your target col-

umn according to the code. The target column, in

our case, is a column indicating if a market crash

happened within the next 12 months (1 if yes, 0 if

no).

Evaluating our Results

Now, let’s look at the output of this code:

[[13 2]

[ 0 1]]

precision recall f1-score support

0 1.00 0.87 0.93 15

1 0.33 1.00 0.50 1

accuracy 0.88 16

macro avg 0.67 0.93 0.71 16

weighted avg 0.96 0.88 0.90 16

Again, we’ll assume no statistical knowledge and

ask ChatGPT what this output means. This is its

answer:

All in all, this seems like a pretty good model,

right? Well, no, not really. We only predicted

one of the three crash events in our testing data.

Overall, the database is way too small to predict

if a crash will happen correctly. Nevertheless, this

model could generally work well with a much bigger

database and some tweaks to the code. We see that

ChatGPT is not the best at interpreting data, as it

may not have all the context that we have.

Applying our Results

Either way, let’s continue with this model for now.

We need to know the coefficients to apply our model

to the current data and see if a crisis is going to

happen in the next year according to our model. So

let’s ask ChatGPT to adjust our code accordingly.

import pandas as pd

from sklearn.model_selection import

train_test_split

from sklearn.linear_model import

LogisticRegression

# Load the data into a Pandas dataframe

data = pd.read_csv("market_data.csv")

# Define the input features and target

variable

X = data.drop("market_crash", axis=1)

y = data["market_crash"]

# Split the data into training and testing

sets

X_train, X_test, y_train, y_test =

train_test_split(X, y, test_size=0.2,

random_state=505)

# Train the logistic regression model
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logreg = LogisticRegression(max_iter=1000)

logreg.fit(X_train, y_train)

# Print the coefficients of the logistic

regression model

print(logreg.coef_)

These are the coefficients we get:

real GDP growth −0.01234595

SP500 growth 0.1319795

NASDAQ growth −0.05266256

unemployment −0.53229403

intererest rate 1.47302598

inflation rate −0.16350728

PE SP500 0.02675272

Now, let’s ask ChatGPT if there is a way to ap-

ply these coefficients to new data. And indeed, there

is a python function that ChatGPT knows. The

problem here, and a big reason why right now Chat-

GPT is unable to replace devs, is that ChatGPT

only knows functions from 2021 or earlier. Some-

times, it even recommends functions that don’t even

exist anymore because they are outdated. Despite

that, we are in luck; the function still works.

This is the code snippet we can add at the bot-

tom, according to ChatGPT:

# Predict the probabilities of a market crash

for new observations

new_observation = [[200, 50, 30, 20, 100,

200, 500]]

probabilities =

logreg.predict_proba(new_observation)

# Print the predicted probabilities

print(probabilities)

Now we must remember that ChatGPT doesn’t

know our exact data, so we will have to adjust these

values in the new observation to fit our data types.

Once I have done that with data as of January 1st,

2023, we get the following output:

[[0.6384518 0.3615482]]

Let’s ask ChatGPT what the meaning of this

output is. I cropped the first part of the answer out

to avoid confusion, as ChatGPT was assuming some

random data types that it thought we used but we

didn’t actually use. So again, be reminded that

ChatGPT is sometimes missing important context

and gives you confused answers. Having said that,

the answer in the picture is accurate enough for us.

Our model does not necessarily expect any stock

market crash to happen within the year 2023. Still,

our model is also not entirely sure that no crash

will happen. It is almost 50/50 on both options,

leaning slightly towards ”nothing is going to hap-

pen.” That is interesting, as this prediction seems

quite reasonable for January 2023, predicting if a

crash will happen in the coming months. Of course,

suppose we were to include other data points like

the ones listed earlier or other relevant data types,

for example market sentiment or geopolitical risk.

In that case, we could get a much more accurate

prediction. Nonetheless, be reminded once again

that you are always at risk of overfitting your data

if you include too many irrelevant data points.

Conclusion

However, we have reached the end of this article

and won’t expand the data or the code anymore for

now. We will leave that to the interested readers.

In conclusion, one has every reason to be impressed

with ChatGPT’s abilities. Its ability to explain

things in simple terms so every kid can understand

could be incredibly useful to teachers and students

alike. Its ability to code smaller snippets and give

you useful advice on debugging can get you running

your code quickly and help you figure out the best

way of doing something, like when we were trying

to figure out which method to use for our predic-

tion model. And lastly, of course, the fact that it

produced something that works and seems to be

producing reasonable predictions is quite incredible.

With all its kinks and quirks, it is still an incredibly

useful tool for producing stuff quickly and without

much effort.

Still, and let that be my last warning for this

article, be reminded that ChatGPT provides false

answers too. ChatGPT is not perfect, so you must

be aware that it might be telling you false things.

For example, the fact that it assumed our model

was quite good because of the high accuracy showed

that if ChatGPT is missing relevant context, it can

lead to wrong assumptions and may lead you to

believe these assumptions. While a good start, the

model we created was certainly not perfect. For

that, our database was way too small. Nonetheless,

we hope we motivated you to try it out for yourselves

if you didn’t already. Feel free to expand on this

supervised learning model to use it to try and predict

market crashes in the future.


